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Abstract

In recent testimony economist Richard Tol claims that a study finding a 97% consensus in the academic

literature on the human contribution to climate change is flawed. The original study was based on a team

of volunteers rating around 12000 scientific abstracts.

Tol argues that there is an 18.5% error rate in the rating process and estimates that 6.7% of abstract

ratings are still in error after reconciliation, implying that 11.8% were fixed during reconciliation. Tol

applies the same changes in rating which were produced by the reconciliation step to the additional 6.7%

of abstracts, decreasing the consensus percentage from 97% to 91%.

If correction of 6.7% of the ratings reduces the consensus by 6%, then the earlier reconciliation of

11.8% of the ratings is likely to have reduced the consensus by at least a similar amount. However given

that the consensus after reconciliation is 97%, this would appear to be impossible.

I. Introduction

Cook et al (2013) carried out a review of academic literature on climate change and found a 97%
consensus supporting the major role of greenhouse gas emissions in global warming. Recently

Richard Tol has argued in testimony to the Committee on Science, Space and Technology that
the analysis of Cook et al is flawed, with the data actually showing only 91% support for the

dominant hypothesis.

The Cook et al study placed abstracts into one of 7 categories: categories 1-3 for abstracts

endorsing, category 4 for abstracts taking no position, and categories 5-7 for abstracts rejecting

the consensus position. Each abstract was examined by typically 2 participants. When the par-
ticipants disagreed, the disagreement was resolved using a multi-step reconciliation process to

reduce the original 23,266 ratings to 11,944 ratings - one for each abstract.

The consensus percentage C% was determined from the counts of ratings in each category

Ni, 1 ≤ i ≤ 7 according to the ratio of the number of endorsements to the total number of papers
taking a position:

C% = 100
∑i=1,3 Ni

∑i=1,3 Ni + ∑i=5,7 Ni + 0.005N4
(1)

where the final term in the denominator is an adjustment to account for papers which take a

position that neither endorses or a rejects the consensus.

Tol (2014) argues reasonably that from the number of disagreements, the error rate in the

initial abstract ratings was about 18.5%. He further argues that if the same error rate applies
during the reconciliation process then 6.7% of ratings will still be in error after reconciliation,

implying that 11.8% were corrected during reconciliation. He assumes that the remaining errors

are equally distributed among categories, a claimwhich is problematic but which will be assumed
for the remainder of this analysis.

Tol then seeks to correct the remaining 6.7% of abstracts by applying the same distribution of
category shifts as was generated in the reconciliation of the ratings which did change during the
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reconciliation step. This correction reduces the consensus percentage from 97% to 91%. However

this raises a question. Given that in Tol’s analysis the application of the reconciliation adjustments
to 6.7% of the data reduces the consensus percentage by 6%, the original reconciliation of a larger

set of ratings (11.8%) might be expected to reduce the consensus percentage by at least as much.
Given that the final consensus percentage from Cook et al after reconciliation is 97%, this is a

puzzling result.

II. Matrix analysis of Tol’s method

Tol describes his correction algorithm in a blog post (Tol, 2014). It is based on the histogram of

changes in rating categories (i.e. the difference in category number between the final and initial
rating category) during the reconciliation process, which is reproduced as Figure 1.
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Figure 1: Histogram of category shifts during reconciliation, from Tol (2014).

In Tol’s analysis the 6.7% of error ratings are redistributed to other categories in proportion
to the corresponding proportion of shifts in the histogram. Shifts which would move the abstract

rating outside the 1...7 range leave the abstract in the most extreme category.
This operation on the error ratings may be represented by the matrix S:

S =





















0.4477 0.4477 0.0326 0.0017 0.0005 0.0000 0.0000

0.5061 0.0000 0.4151 0.0309 0.0012 0.0005 0.0000
0.0381 0.5061 0.0000 0.4151 0.0309 0.0012 0.0005

0.0037 0.0381 0.5061 0.0000 0.4151 0.0309 0.0012

0.0044 0.0037 0.0381 0.5061 0.0000 0.4151 0.0309
0.0000 0.0044 0.0037 0.0381 0.5061 0.0000 0.4151

0.0000 0.0000 0.0044 0.0081 0.0462 0.5523 0.5523





















(2)

The columns of this matrix represent the values from the histogram shifted so that the central
element falls on the diagonal element of each row. Values in the first and final rows are inflated
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by the sum of the values falling outside the row to represent the truncation of shifts at the edge

of the rating distribution.
Tol’s operation of correcting a proportion ǫ of the ratings can then be represented by the

matrix Tǫ:
Tǫ = (1− ǫ)I + ǫS (3)

In Tol’s analysis, ǫ = 0.067, thus the matrix T is as follows:

T6.7 =





















0.9630 0.0300 0.0022 0.0001 0.0000 0.0000 0.0000

0.0339 0.9330 0.0278 0.0021 0.0001 0.0000 0.0000

0.0026 0.0339 0.9330 0.0278 0.0021 0.0001 0.0000
0.0002 0.0026 0.0339 0.9330 0.0278 0.0021 0.0001

0.0003 0.0002 0.0026 0.0339 0.9330 0.0278 0.0021
0.0000 0.0003 0.0002 0.0026 0.0339 0.9330 0.0278

0.0000 0.0000 0.0003 0.0005 0.0031 0.0370 0.9700





















(4)

Tol’s correction procedure then involves premultiplication of the vector of rating counts N by

the matrix Tǫ. It may be confirmed that this operation adequately reproduces Tol’s calculation:

Data 1 2 3 4 5 6 7 C%

Original 64 922 2910 7970 54 15 9 97.1 %
Adjusted 97 960 2968 7539 329 37 15 90.6 %

It is now possible to address the issue raised in the abstract, by asking how much, according

to Tol’s analysis, did the consensus percentage change during reconciliation?. According to Tol’s
estimate 11.8% of rating were corrected during reconciliation to give the final rating distribution

reported by Cook et al. The correction matrix for ǫ = 0.118 is as follows:

T11.8 =





















0.9348 0.0528 0.0038 0.0002 0.0001 0.0000 0.0000
0.0597 0.8820 0.0490 0.0036 0.0001 0.0001 0.0000

0.0045 0.0597 0.8820 0.0490 0.0036 0.0001 0.0001
0.0004 0.0045 0.0597 0.8820 0.0490 0.0036 0.0001

0.0005 0.0004 0.0045 0.0597 0.8820 0.0490 0.0036

0.0000 0.0005 0.0004 0.0045 0.0597 0.8820 0.0490
0.0000 0.0000 0.0005 0.0010 0.0055 0.0652 0.9472





















(5)

If the inverse of this matrix is applied to the final rating distribution from Cook et al, the result

will be the initial rating distribution to which Tol’s method would have to be applied to produce

the observed final ratings. That distribution is as follows:

Data 1 2 3 4 5 6 7 C%

Original 64 922 2910 7970 54 15 9 97.1 %
Inverse 7 856 2751 8876 -555 7 2 116.1 %

If Tol’s method is correctly reproducing the rating changes from the reconciliation process,

consensus percentage for the initial ratings would need to be 116%, and thus change in consensus
percentage during reconciliation would be 19%.
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How can the consensus percentage be greater than 100%? The only initial rating distribution

by which Tol’s analysis can produce the observed result involves negative 555 papers being ini-
tially rated as implicit rejections of the consensus. While Tol believes the raters to be biased it is

hard to see how even the most biased rater could count a negative number of rejection papers in
the sample.

III. The test that should have been done

Validation is an important step in the development of any method. In this case the validation

step would be to check whether the method could produce a good approximation to the final
ratings from the initial ratings. (The result can be approximate only, because there is not a 1:1

association between ratings and papers.)

The initial rating distribution, the rating distribution after application of T11.8, and the final

distribution of abstract ratings scaled to give the same number of results, is shown below:

Data 1 2 3 4 5 6 7 C%

Initial ratings 215 2012 5769 15700 123 45 24 96.7 %

Tol final 333 2127 5979 14207 1075 122 44 86.5 %

Actual final 128 1844 5820 15940 108 30 18 97.1 %

The Tol method not only fails to reproduce the results of the reconciliation process, it moves

the ratings in the opposite direction to the actual reconciliation. Tol then goes on to apply the

same method to correct the 6.7% of ratings which were not corrected during reconciliation, how-
ever if the method cannot correctly reproduce the corrections which were made during reconcili-

ation it cannot be expected to correct the remaining errors.

IV. Tol’s characterization of his method

In his social media description of his calculation, Tol claims that "...corrections to the ratings
through reconciliation and re-rating were, on balance, towards rejection of the hypothesis of

human-made climate change. In other words, these were not errors in either direction, but rather
biases in one direction." (Tol 2014).

If this description is correct, then reversing the x-axis of the histogram of shifts should lead

to a method which increases rather than decreases the consensus percentage. The results of Tol’s

method with forward and reverse shifts are compared to the original rating distribution below:

Data 1 2 3 4 5 6 7 C%

Original 64 922 2910 7970 54 15 9 97.1 %

Forward 97 960 2968 7539 329 37 15 90.6 %

Reverse 110 981 3011 7521 279 33 10 92.0 %

Note that the reduction in the consensus percentage is similar in both cases. Most of the re-

duction in the consensus percentage is not due to the trend in shifts applied during reconciliation,

but rather an artifact of the method itself. The role of the reconciliation shifts is only visible in
the small difference between the forward and reverse results.
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The reason for this may be seen in the matrix Tǫ. This matrix has the form of a smoothing

operator, whose primary effect spreads results out from any category to the nearby categories.
This effect occurs even with a completely symmetric distribution of category shifts, in which case

Tol’s method will shift any the rating distribution towards a flat distribution with a consensus
score of 50%. The small difference between the forward and reverse results indicates that the

smoothing effect, which is an artifact of the method and has nothing to do with the trend in the

shifts, dominates the results.

V. Conclusions

Tol’s analysis appears to be flawed. The work fails both simple common-sense sanity checks, and
basic testing to ensure that the method can reproduce the known results of the reconciliation

step. The reduction in consensus percentage is primarily an artifact of the method, rather than
arising from the shifts in the reconciliation step. The behavior of the method does not reflect Tol’s

description of that behavior. The correction algorithm gives an initial impression of being correct,

but on further analysis appears to be statistically meaningless.
If the analysis presented here is correct then the method contains flaws which are obvious

even without detailed analysis. It has been claimed on social media that Tol’s work has been
accepted for publication in a peer-reviewed journal. Given that the anomaly in the results is

sufficiently apparent that it should have picked up in the peer review, it is possible that it may

have been addressed in the final manuscript.

Author’s note

For personal reasons (google: ’Tol Ackerman’), I am releasing this document anonymously. One

claim for authority in an academic work is that the author invests a part of their reputation in
the correctness of that work, with corresponding consequences if the work turns out to be wrong.

As an anonymous author I have no such reputation. This should be therefore be regarded as a
discussion paper for further investigation.

I hereby grant permission for this material to be reused in whole or in part without acknowl-

edgment, including for submission to an academic journal if the submitter has the expertise to
reproduce and test the work.
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